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Abstract

In recent years, the world has witnessed a series of high-profile
targeted attacks against various targets, including organizations that
operate critical infrastructures, or have an impact on critical infras-
tructure operations [17, 6, 5, 28, 13, 19, 20, 34, 32]. These attacks
showed that even the most secure networks can be compromised, and
they induced an interesting discussion in the security industry and in
the research community alike. An important lesson that the security
community can learn from these incidents is that we must revisit some
of the most fundamental assumptions which our systems rely on for
security. In particular, one must make the assumption that motivated
and resourceful attackers can compromise a system and gain access to
its resources, and this may not be immediately detected by the system
owner.

It is important to understand that widely used, commercially avail-
able security tools are not effective in detecting stealthy targeted at-
tacks and previously unknown malware. One of the main reason for
this is that there is a strong information asymmetry between attack-
ers and defenders: attackers can have full knowledge of the defensive
tools used by defenders, while defenders often lack the expertise and
sufficient resources to acquire knowledge about the offensive tools and
techniques. This means that attackers can optimize their attack strat-
egy and tools in such a way that they maximize the probability of their
success and minimize the probability of being identified. Practical ex-
amples show, for instance, that malware, such as Stuxnet, Duqu, and
Flame, used in targeted attacks were optimized such that they evade
detection by mainstream anti-virus products.

In order to detect previously unidentified malware, we advocate
the use of behavior based anomaly detection on hosts, instead of rely-
ing on signature based detection. While high-profile malware employs
various tricks in order to stay invisible, it must still make changes to
the system state that leaves detectable traces in the behavior of the
infected system. Our goal should be to identify those traces reliably,
i.e., to decrease false positive detections, which is the major challenge
of behavior based anomaly detection. To this end, in this report, we
review the state-of-the-art on malware analysis, focusing on behavioral
anomaly based malware detection approaches.
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1 Terminology of Malware

The word of malware has gained multiple meanings during the evolution
of virology. At the heroic age of computer science malware comprised only
file-infector viruses or worms, however, the appearance of new platforms,
operating systems, software kits and human customs allowed a wide variety
of artefacts to come into being. In the following, some well-known classes
are detailed.

1.1 Viruses

The expression of computer virus was introduced by the mathematician
Dr. Frederick Cohen in 1984, who also gave an informal definition for it:
”A virus is a program that is able to infect other programs by modifying
them to include a possibly evolved copy of itself.” The centerpiece of this
definition is the capability of evolution by means of which new variants and
mutants can be replicated. Nowadays, the term of computer virus relates
to malicious softwares that recursively replicate itself by infecting files or
other system components. Viruses requires host files (typically executables,
scripts, documents, etc.) to survive, and multiply to create new generations.

1.2 Exploits

An exploit targets at a vulnerability in a software to take control over it,
and run with its - possibly higher - privilege level. Exploits are building
blocks for attackers to commit invasive actions and penetrate into systems.
Blackhat hackers typically share their malcodes on public sites so as to be
utilizable by anyone. Penetration testers also write exploits in order to verify
the security level of a software application or environment.

1.3 Worms

Another large part of malcodes are worms, who spread through network
connections and execute themselves automatically on remote hosts without
human intervention. In contrast to computer viruses, worms are standalone
applications so they do not require host files to survive. There are variants
like W32/Nimda.A@mm who spread as file-infector viruses, but containing
worm inside. That is the reason why worm is a subclass inside the class of
computer viruses. Nevertheless, worm is a collective term as well, namely
it comprises the subspecies of mailers (sent by e-mails), octopuses (set of
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programs that exist on multiple network hosts) and rabbits (a single copy
”jumps” from host to host).

1.4 Trojan horses

Trojan horses exploit the weaknesses of human factor by camouflaging ma-
licious tools inside a benign software that comes from a trusted vendor. In
this way, adversaries can conceal their intentions and activate harmful activ-
ities to compromise a target system. Another way of hiding is to appear in
the form of innocent non-executable formats such as images, audio or video
files by changing the icon, the extension or other features of the application.
Under Microsoft Windows systems these techniques can be extremely suc-
cessful because the extensions of files are hidden by default. Trojans can be
classified into two main categories: backdoors and password stealers. The
former typically allows an attacker to remotely control one’s system, and
perform unauthorized operations, while the latter is used to capture and
send passwords or precious pieces of information to an illegal third party.
[49]

1.5 Botnets

One of the most threatening security issues today is the network of infected
’zombie’ computers, the so-called botnets. The goals of which are situating
at a definitely wide scale. There are several scams that can be associated
with them including advertising illegal sites of pharmacies, certain prod-
ucts, casino games, financial issues or spreading malicious codes, executing
phishing attacks and so on. Observations showed that the impact of remote
exploits or filebased malware infections are depleting due to the higher and
stronger security measurements that have been taken both by vendors and
security practitioners. Nowadays, miscreants turned to the application of so-
cial engineering techniques by means of which the human side can be hoaxed.
The most common and easiest way is the sending of bulk bogus emails called
spams. Unsuspicious victims can easily fall into their traps if they have no
experience. Miscreants turn to choose other ways to infect systems, deceit
users, cause harm and of course gain profit. Today, infected executables,
hoaxes, trojans, drive-by downloaders are spreading on a more rapid chan-
nel: spam. It makes heavy use of various social engineering techniques, some
up-to-date Adobe Flash, Reader or operating system level vulnerabilities to
make malware run. By the infection of more and more computers a network
of ’zombies’ could come into being which is under the control (should be) of
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its bot herder. Botnets typically use Command and Control (C&C) servers
that responsible, for example, returning malware samples on demand, start-
ing, stoping DDOS - Distributed Denial of Service attacks, spamming and
so on.

1.6 Rootkits

According to [22] ’a rootkit is a set of programs or code that allows a perma-
nent or consistent, undetectable presence on a computer ’. In other words,
a rootkit consists of small programs (kit) that allows miscreants to esca-
late the highest privilege level (root) on a target system. The focal point
of the aforementioned definition is the word ”undetectable” which refers to
cutting-edge technologies that are about to hide the presence of such a tool.
The main activity of rootkits comprises the concealing of certain system
files, directories and processes, but network traffic sniffing and remote ac-
cess provision to a compromised victim are also preferred actions. Rootkits
are the state-of-the-art in the family of malcodes considering the complexity
of the software. Predominantly, they appear in the form of device drivers
that allow the program to run with the highest - kernel privileges. Most ad-
vanced instances use Direct Kernel Object Manipulation (DKOM) to modify
kernel data structures, thus making their detection extremely difficult. It is
essential to note that rootkits can be part of other malware such as exploit
tools, viruses, worms, etc. Further exciting information about rootkits can
be found in sources [24, 48, 51]

References [56, 49] give more detailed discussion about malware.

2 Reversing Malware

Miscreants are in for protecting their artefacts with a bunch of anti-reversing
and code obfuscation techniques, however, most of their operation can be
analysed by security practitioners. One of the most straightforward way
of protection is code encryption, which provides a ceratin level of security.
However, the unprecedented evolution of computing systems allows anti-
virus vendors to decrypt and understand their intentions and behaviours.
Another way that criminals prefer using is hiding the process from analysts,
thus it can stealthily infiltrate into other systems in the wild. This well-
known methodology to hinder the analysis became popular by the spreading
of state-of-the-art techniques, such as Direct Kernel Object Manipulation.

If the existence of an instance is clarified, security experts start to decrypt
and dissect it manually. However, by means of automatic file- and network-
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monitoring softwares myriad key points of their operation can be observed
and understood without the code being reversed. At the same time, manual
code reversing remains a powerful tool against which miscreants armour
their codes with multiple weapons to lengthen the time of the analysis.
Before going into the details of certain anti-reversing and anti-debugging
techniques some difficulties in malware detection are discussed.

2.1 Detecting Malware

A well-accepted and applied technique of anti-virus companies is the sig-
nature based malware detection. It builds upon a storage called signature
database which contains the specific patterns of certain malware families and
variants. In the simplest case, a signature is a string of bytes which the cor-
responding sample contains, however, there are more complicated patterns
such as the used network ports, the created registry keys, the placed mutexes
and so on. Naturally, this database needs to be up-to-date all the time in
order to be able to match the most recent samples. At the same time, signa-
ture based detection remains only a reactive methodology as the patterns of
zero-day samples will not reside in the database. Anti-virus companies apply
proactive procedures as well to identify families or variants they have never
seen before, however, these also based on heuristics of existing signatures.
Another common approach is to neglect a proof-of-the-concept sample un-
til it does not appear in the wild in order to keep the performance of the
database search engine high. Still, signature based malware detection scores
high figures considering detection rates, so that is the reason why being
applied by so many anti-virus vendors. On the other hand, malicious arte-
facts aim at applying several evasion techniques to thwart signature based
detection. One of the simplest way to hinder analysis is encryption, where
the malware body is being encrypted with keys differ from infection to in-
fection. For decryption, a decryptor stub is interwoven into the code binary
which is the same for all instances, but stores different decryptor keys. After
the malware body being decrypted to memory at runtime the instruction
pointer is set its first instruction, thus can start its execution. In spite of
encryption, the binary sample still bears certain patterns (e.g., decryptor
stub) about which it remains detectable. Note that benign softwares also
use this techniques in order to protect themselves from being reversed. As a
consequence, criminals made further steps to protect their creations, a few
of which are introduced in subsequent sections.
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Polymorphism The key concept behind polymorphism is based on the
encode and encryption of malware instances with random keys so as to a
sample be specific. At the same time, encryption and encoding does not pro-
vide a high level of confusion as the decryptor stub remains static which can
be easily fingerprinted by any anti-virus software (AV). Nevertheless, an-
other problem with pure encryption is that the code needs to be decrypted
into the memory some time in order to operate appropriately. Therefore, the
code is still vulnerable to in-memory scans that modern AVs perform sys-
tematically. A predecessor of polymorphism is called oligomorphism which
applies new keys for each malware sample and chooses decryptor routines
from a smaller pool. This subtle mutation of the descriptor stub allowed
malware to be more resistant to conventional pattern matching. Still, the
size of the pool is small that can be explored at a reasonable time. For in-
stance, Win95/Memorial virus had all in all 96 different decryptor routines.

That is the reason why polymorphism applies a component called muta-
tor engine that allows a large number of variants to be generated with the
same functionality. The main task of the mutator engine is to create ran-
domized decryptor stubs that vary for each replication. One of the simplest
mutations is to change the source and destination operands of instructions
in a way that they preserve their original functionality. It is worth main-
taining a list of possible transformations for each instruction sequence, from
which the malware can choose at random when infects a target. However,
the weakness of a polymorphic malware is that the number of alterations
are quite limited, and only a good mutation engine can yield good results.

Metamorphism That is the reason why villains figured out metamor-
phism that corrects many weaknesses of polymorphism. By doing so, they
mutate not only the decryptor stub, but the entire program in a way that it
can still preserve its functionality. Thus, metamorphic malware can change
the appearance to a great extent for each replication. As a consequence, its
a mammoth problem for anti-virus companies to identify them on signature
basis. The core of metamorphism is an extraordinarily powerful mutator
engine which is embedded in the viral code to generate a next version when
duplication is the case. The mutator engine analyses the code in order to
find the possible parts that can have an alteration with equivalent function-
ality. Examples include the reordering of independent instructions within
a function, or inserting redundant data that does not modify the original
code sequence, however, the list of possible alterations vary on a relatively
large scale. That is the reason why metamorphism could be such an effi-
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cient weapon against anti-virus softwares. One, relatively cumbersome and
primarily manual technique to evaluate the binary of a malcode is called as
static analysis. Another common method is the so-called dynamic analysis
when an emulator or a virtualized environment is applied to execute a mali-
cious code so as to have clue about its behaviour. More details about poly-
and metamorphism can be found in sources [16, 55].

3 Malware Analysis State of the Art

Typical AV products try to detect known malware by signature based meth-
ods which are clearly not usable for detecting unknown malware. For un-
known malware, the approach is similar, however, instead of signature based
detection, heuristical predictors are used to spot malicious code. Still, de-
ciding if an executable has malicious intent or not is a difficult problem
generated a large number of false positive detections. To understand these
difficulties, we have to understand the challenges of malware analysis itself.

Traditionally, malware analysis used debuggers and disassemblers [21]
to dissect malicious code and get an overview about its behaviour. On one
hand, static analysis [12, 27] offers safe and thorough methods to analyse
malware behaviour, however, opaque obfuscation methods can easily over-
come them [35]. On the other hand, dynamic malware analysis requires
the execution of malware, which supposes safe runtime environment and
transparency.

3.1 Static Malware Analysis

The word static analysis comprises several techniques that aim at getting as
much information as possible from a code without being executed. There
are several sources that can provide satisfactory amount of data about the
target code such as the strings it contains, the exported functions if it is
a dynamic-link library (DLL), its cryptographic hash and so on. However,
much more knowledge can be obtained through the decompilation and/or
disassembly process. Decompilation is the opposite of a compilation, thus
it produces high-level language, sourcecode-like representation from either
an intermediate or a native binary code. Disassembly is a way of decom-
pilation which dissects binaries to get a readable form of machine codes
via the assembly language. The key difference between decompilation and
disassembly is that decompilation of an intermediate code (without being
obfuscated), generated by a high-level language (e.g., Java) is feasible with
fairly high success, while decompilation (disassembly) of a native binary is
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not a trivial problem. The soundness of the former statement stems from
the fact that an intermediate (byte) code owns symbolic information such as
class names, names of class members, names of global instantiated objects
and so on, which practically provide a one-to-one recovery. The reason why
the latter is a hard nut, is discussed in section 3.2.

All in all, the advantage of static analysis is that it decreases the risk of
causing harm to our system as the hostile code is never started. Moreover,
static analysis is platform independent, thus a code can be analysed in any
software environment. In addition, decompilation discovers all possible code
paths, so all the operations that remain hidden during executions can be re-
vealed here. At the same time, the understanding of code behaviour through
static analysis is wearisome sometimes and requires a lot of experience. Fur-
thermore, self-modifying and packed codes can give rise to new features at
runtime which is quite cumbersome to realize in a manual analysis.

3.2 Armouring against Disassembly

Since the IA-32/IA-64 architecture builds upon the concepts of Complex
Instruction Set Computer (CISC), the length of instructions varies (from
one byte to more than 10 bytes) which makes the process of disassembly
error-prone. Namely, it is possible to inject garbage data into code which
results in the desynchronization of the disassembler, thus the rest of the
code is decompiled in a wrong way. It is feasible, as data and code is not
distinguished on architectures (e.g., IA-32) that follow the principles of John
von Neumann. Therefore, the injected data is interpreted as sequences of
instructions and the disassembler does not realize any tricks. There are two
basic techniques exist as follows.

• Thwarting linear sweep. Linear sweep is the most obvious tech-
nique as it disassemblies the code section of a binary sequentially from
instruction to instruction. The advantage of linear sweep is its simplic-
ity, however, being very sensitive to the aforementioned data injection
technique. Examples for linear sweep disassemblers are the Microsoft
WinDbg and famous ring 0 debugger NuMega SoftICE, which is not
developed any more.

• Thwarting recursive traversal. The other main methodology is
recursive traversal which takes the code paths of program into account.
Consequently, it builds up a so-called code flow graph that comprises
basic blocks. Basic blocks are sequences of subsequent instructions
with a branch instruction (e.g., call of a function) in the end (if there
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is any). In this way, a basic block represents a graph node, while the
edge between two nodes is directed according to the control flow of
the program. Thus, the disassembler takes the basic block containing
the first instruction of the code sequence and disassembles it. After it
determines all the edges connected to it and recursively traverses each
of the neighboring nodes. This process keeps going until all the basic
blocks are analysed.

The advantage of recursive traversal is that it practically solves the prob-
lem of garbage injection, however, it can be thwarted in a few ways. For
instance, there are situations (e.g., indirect jump) where the address of the
branch target is stored in a register or at a memory location. However, this
information can be obtained only at runtime, thus the disassembler cannot
decide which is the successor basic block. Another trick exploits the fact,
the function calls (CALL) push the return address (address of the instruction
follows the CALL) into the stack before jumping to the first byte of the in-
voked function. Albeit, this address can be altered by a malcode at runtime,
so the control flow deviates from the one, the disassembler considers to be
right. Examples for disassemblers include the popular ring 3 debugger Olly-
Dbg, and the well-accepted static disassembler IDA Pro. More details about
disassemblers can be read in the corresponding literatures: [57, 16, 49]

3.3 Dynamic Malware Analysis

Dynamic analysis aims at observing the behaviour of a malcode through
execution. That is, once a code had been started it is examined through
several monitoring tools, such as network sniffers, file- and registry mon-
itoring softwares, etc. The most essential patterns include the generated
network traffic, the invoked system functions and the modifications of the
runtime environment brought about by the creation of registry keys, files,
processes, DLLs and mutexes. The latter is a typical mean of malware in
order to avoid the reinfection of a machine which has already been com-
promised. Consequently, the hostile code checks if the corresponding mutex
has already been placed at the target system, and if so it chooses another
victim.

Modern automatic malware analyser environments (e.g., [2, 37, 31] -
also known as sandboxing environments) use virtualization extensions to
isolate the malicious artefacts from host and make their examination safer.
Virtualization provide a certain level of flexibility and scalability as the
image of the guest can be restored to a clear state at any time. Moreover,
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virtual images can be moved to other hosts easily, and the analysis can
be continued by other experts as well. On the contrary, modern malware
are armoured by defensive routines, the goal of which are to distinguish
virtualized and native runtime environments. By doing so, the malcode stops
behaving in the normal way, for instance, denies execution or does something
unessential. The problem with the above sandboxing environments is that
most if them uses emulators to execute VMs (e.g., QEMU), that is known
to be a problem to guarantee transparent instruction execution. On the
top of that, emuators are mostly used for analysis purposes, thus emulator
sensitive malware can easily decide to hide it is real intent.

Due to this fact, security experts must use other workarounds. The
most straightforward way is to execute the malware on a real machine called
sacrificial lamb with scarcer resources (e.g., limited network connection and
so on) [7]. These environments can be restored as well by means of system
recovery tools (or dd UNIX command), however, they are not flexible and
scalable enough. Another approaches use hardware assisted virtualization
technology to analyse malware, where all the non-sensitive instructions in
a virtual machine are executed by the physical CPU. In this way, problems
that stem from inappropriate instruction emulation are resolved.

Ether [14] is the first out-of-the-guest malware analysis framework us-
ing hardware assisted virtualization that supports course and fine-grained
tracings, memory write and unpacker detection. Also, it introduced a novel
system call tracing method that is later referenced by various other relevant
papers such as [54]. The problem with this approach is that it uses page
faults to catch system calls, which comes with noticeable performance loss.
While Ether extended the Xen implementation, MAVMM [36] designed and
implemented their own lightweight hypervisor on Linux bases. Here the au-
thors used a slightly modified system call tracing method of Ether. Another
type of system call tracing method was suggested in [41], which is based on
the same hardware extensions as our work, however, they employed the idea
in a different setup. There are various projects also on malware behaviour
analysis such as K-Tracer [29], Poker [43] and Hookfinder [63]. For exam-
ple, Hookfinder allows for a correct view of unknown hooking behaviours
by means of the BitBlaze [50] binary analysis platform. BitBlaze also gave
rise to other malware analysis systems such as Panorama [64] and Poly-
glot [11]. SIM [47] provides a secure in-VM monitoring framework by using
contemporary memory protection schemes and hardware assisted virtual-
ization. Renovo [26] uses whole-system emulation for detecting hidden code
extraction. Lares [39] is another secure monitoring system that places hooks
in the untrusted VM, which causes traps to the trusted VM when accessing
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these hooks.
McAfee DeepSAFE [33] technology provides real-time kernel memory

and CPU event protection using hardware-assisted virtualization technology.
This is technically similar to our approach, but it must be installed on the
system permanently, which leads to constant performance degradation. In
contrast to this, our work allows for performing the same task on an on
demand installable basis. While this will not allow for preventing successful
attacks, it can still be used for detection. Another approach, which is being
more similar to our work, is called HyperDbg [18]. It allows for the live
installation of an analysis framework under a running OS using hardware
virtualization. However, the original goal of HyperDbg was not the detection
of unknown malware, but it was proposed as general-purpose testing and
debugging tool.

There are other approaches to test the execution of a hostile code, how-
ever, these are limited to certain processes. These techniques are discussed
below.

• Tracing System Calls. System-call tracing is a course-grained ap-
proach which enables one to intercept the call of a system function,
thus observing the transition of the operating system from user mode
to kernel mode. It is a completely working concept in case of UNIX-
like systems such as Linux, FreeBSD, HP-UX, etc., since the system
calls are well-documented. In case of Microsoft Windows operating
systems the conditions are different.

There were originally multiple so-called subsystems (Windows, POSIX,
OS/2) for Windows, the aim of which was to support the Application
Programming Interfaces of other (such as UNIX-like) operating sys-
tems. From Windows XP only the Windows subsystem is shipped,
which resides in several system DLLs kernel32.dll, advapi32.dll, user32.dll
and gdi32.dll that expose interfaces to user mode applications. In case
of windows subsystem, the Windows API comprises these interfaces
that is well-documented and a usable material. Once a WinAPI func-
tion had been called, it is passed to the corresponding native API
function of ntdll.dll. This is the last point of user mode operation,
namely the native API function switches to kernel mode by invoking
an appropriate instruction (INT 0x2E (obsolete), SYSENTER or SYSCALL
(AMD)). After that, the request is caught by the kernel-mode System
Service Dispatcher process which is implemented in the ntoskrnl.exe
(just like the kernel) as KiSystemService. From that point on, the
request is forwarded to a corresponding system thread (e.g., I/O man-
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ager in case of Device Drivers, Plug and Play Manager and so on.)
which makes it to be handled. Return to user mode is accomplished
by the trigger of an interrupt/exception. [44].

The reason why system call tracing is wearisome under Windows is
that the Native API functions are scarcely documented by Microsoft,
however, there are a few volunteer reversers, who detailed a few of
them. [38]. Examples for system call tracers include the softwares of
VMScope [25] and TTAnalyze [4] that inspect the target code out-of-
the-guest.

• Tracing Library Calls. In case of high-level languages, the infor-
mation provided by a system-call tracer is not always usable. A more
fine-grained tracing methodology is the observation of standard library
functions implemented in the framework (e.g., .NET). However, library
call tracing can be interesting for native binaries as well that invoke
dynamic-, and static-linked library functions. This gives a higher view
of the behaviour of the process that can be useful in many circum-
stances. One such an example is the ltrace Linux command.

• Tracing Instructions.

However, the most fine-grained tracing is provided by the instruction-
level approach which captures each instruction being executed by the
examined code. This concept is used, e.g., by debuggers which give
an accurate view of the process being analysed, and typically output
a textual representation of machine codes in assembly language. This
way of dynamic analysis can be wearisome, albeit, in a lot of cases (no
symbolic information, obfuscated code) that is the only solution. Thus,
debuggers (e.g., OllyDbg, GDB) support instruction-level tracing as
well as do malware analysis frameworks such as VAMPiRE [58], Cobra
[59] and BitBlaze [50].

It is worth mentioning that modern malware instances are executed
as kernel drivers without user mode components. As a consequence,
system call tracing and other user mode tracers cannot examine them.
That is the reason why researchers came up with a hypervisor-based
approach (presented on NDSS 2011) called Gateway [52] that is capa-
ble of monitoring kernel API functions. All in all, dynamic analysis
has many advantages over its static counterpart, however, hidden code
behaviours cannot be tackled in this way. For example, there are ma-
licious softwares which activate themselves only periodically or at a
given date. Till then, they are in a dormant state and do noting weird
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or malicious. Furthermore, dynamic analysis travels only one code
path through the execution of the observed code, albeit, the whole
control-flow-graph (see 3.2) scarcely can be explored.

Thus, building an entirely automated malware analysis framework is a
challenging task, as well as the detection of unknown malware, which belongs
to the field of Host Based Intrusion Detection (HIDS). HIDS systems try to
detect suspicious modifications made by hostile codes in user/kernel space
data structures and user/kernel space code, or the unindented use of existing
code base [9]. In the following, we give an overview of existing researches
on these subdomains of HIDS.

• Data Structure Modification. One of the oldest ways to modify the
execution of a software is to breach its control-flow integrity (CFI) [1],
which demands that software execution diverts from the path pre-
determined by its control-flow graph (CFG). Hooking is one method,
where the malicious code modifies either architecture (e.g., IDT, GDT)
or operating system (e.g., SSDT, IRP) level data structures in order
to divert control flows. To combat such modifications HookSafe [60],
a hypervisor-based system, is capable of protecting more than 5900
kernel-hooks on Linux guest operating systems. State-based control-
flow integrity SBFCI [40] allows for periodical kernel state scan to
detect persistent CFG modifications induced by rootkits. A static
kernel analysis method [61] is also provided to combat transient kernel
control-flow attacks that use dynamic soft timers to achieve malicious
functioning without persistent code or data modifications in the ker-
nel. Direct Kernel Object Modification (DKOM) [10] is an advanced
method used by stealthy rootkits to stay silent. An approach to de-
feat DKOM is Sentry [53], which provides access-control protection
for critical kernel data structures by partitioning kernel memory and
monitoring instructions that demand their access. An interesting work
is [15], which presents an automated mechanism to generate robust sig-
natures for kernel data structures, thus, any attempt to evade these
signatures (e.g., by means of DKOM) makes these kernel objects in-
valid for the OS.

• Code Modification. Code modification enables malware to patch
the memory image (e.g., native API calls) or the binary file (e.g.,
ntoskrnl.exe) of the target process, or install rogue MBR and filter
drivers. To combat these attacks several academic works were pre-
sented: SecVisor [45] is a tiny hypervisor to ensure system lifetime
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integrity for the guest OS kernel, thus, protect it from any code in-
jection attacks induced by kernel rootkits. Patagonix [30] is a Xen
based system, which uses identity oracles to identify running processes
without knowing the type (e.g., Linux, Windows) of the guest OS. It
works for certain types of code injection attacks, however, it is ineffec-
tive against ROP based rootkits. Pyrenée [54] uses both host-based
and network sensors to detect code injection attacks. To filter false
positives a correlation engine is employed, which reports malicious
behaviour only when both network sensors and host-based sensors
do so. While previous works mainly focused on rootkit detection,
NICKLE [42], a lightweight VMM based system using memory shad-
owing, concentrates on rootkit prevention by disallowing unauthorized
kernel code execution for guest OSes.

• Using Existing Code Base. Return-oriented [46] and jump-oriented [8]
programming allow adversaries to implement rootkits [23] that modify
neither data structures nor code. A recent work, HUKO [62], applies
mandatory access control policies to limit the capabilities of an ad-
versary to compromise the integrity of the guest kernel. HUKO pro-
vides protection against various types of techniques such as ROP and
DKOM, however, it does not verify kernel API function abuses (e.g.,
memory bugs or function parameters) or invalid information flow mod-
els (e.g., write low-integrity data that is read by kernel afterwards).

3.4 Behaviour based malware detection

So far, we have discussed malware techniques and various approaches to
analyse malicious codes. The problem with the works mentioned above is
that all of them require a malicious sample to be given by the analyst. How-
ever, in most of the cases, finding such samples on an infected machine can
be a challenging task. This issue stems from the fact that malware are using
stealty methods to stay under the radar of AV products and rootkit detec-
tors by means of poly-, and metamorphism. In the following, we enumerate
some typical approaches that could uncover the presence of malware on a
compromised OS.

• Detection of hidden files and folders: The detection of hidden
files and folders are the most common feature of anti-rootkit tools as
almost all of them support this feature. The interpretation of the term
“hidden” may vary from vendor to vendor, but they generally look for
files or folders with the hidden attribute set, Alternate Data Streams
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(ADS), or files whose presence cannot be revealed by standard API
calls, but which can be found via metadata information (e.g, via the
Master File Table in case of NTFS).

• Detection of hidden processes, threads and modules: In many
cases, hidden processes/threads are the result of code injection, which
can be performed either via direct memory writes (patching) into the
address space of the victim process (e.g., with the combination of
the CreateProcess Windows API call and the ZwMapViewOfSection

native API call), or via DLL loading (e.g., with the combination of the
LoadLibrary and the CreateRemoteThread Windows API calls).

Note that stealthy rootkits can also hide their behavior by a technique
known as Direct Kernel Object Manipulation (DKOM). As Windows
represents system resources (e.g., processes, threads, timers, etc) as
double-linked lists of objects in the kernel, DKOM aims at modifying
these lists such that certain objects (e.g., processes belonging to a mal-
ware) get unlinked, and thus, invisible to certain tools (e.g., taskman-
ager). Yet, Windows can still execute the invisible processes, because
scheduling works at the thread-level. This amazing technique is identi-
fied by Jamie Butler, and implemented in the infamous FU rootkit [3].
Note that DKOM comes with some weaknesses, as kernel-level data
structures are fragile and vary between OS releases. This means that
DKOM attacks can end up in system instability and frequent reboot.

• Detection of hidden services: Services are background processes
that accept no input from users and typically run with higher privi-
leges than normal processes. To load and maintain services, a Service
Control Manager (SCM) process is executed permanently under the
name services.exe. This process uses a double-linked list of objects
representing the state of the running services. A malware that unlinks
entries from this double-linked list makes the corresponding service
hidden from known tools and standard API calls (e.g., EnumServices).
Some rootkit detector tools try to identify these hidden services by dis-
covering the unlinked objects that represent them.

• Detection of hidden registry entries: Many tools (e.g., Catchme,
GMER, McAfee Rootkit Stinger, Panda Antirootkit, etc) come with
the feature of detecting hidden registry entries. Malicious programs
typically put configuration data in the registry (e.g., this is the case
with Duqu) to allow for the initialization of the malware during startup.
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Finding these keys and values can help to discover malicious behav-
ior and to understand the operation of the malware. To hide data
in the registry, a malware can hook certain API functions such as
NtEnumerateKey and NtEnumerateValueKey. By using the cross-view
technique, one can uncover such system modifications and find hidden
registry entries that correspond to registry hives on the disk, but are
not visible via standard API calls.

• Finding Hooks: Hooking is one of the oldest techniques implemented
in malicious codes. Basically, it manipulates the normal behavior of
specified functions or events by patching call tables or codes. Below, we
summarize some known hooking techniques that rogue codes typically
use and anti-rootkit tools try to spot in the memory:

– IAT hooks: One of the most popular type of hooks targets the
Import Address Table (IAT) of Portable Executable (PE) files
(i.e., .exe and .dll files), which stores information about API
functions used by the program. More specifically, the malicious
program injects a DLL into the target process, which overwrites
specific IAT table entries such that they point to one of the func-
tions of the malicious DLL, instead of a valid library function.
IAT hook detection is a popular capability of free anti-rootkit
tools.

– Inline API hooks: As opposed to IAT hooks, which can be achieved
via function pointer overwrites, inline API hooks require more
preparations. First, the malicious code substitutes the first few
bytes of the target function with an unconditional jump instruc-
tion to a so-called detour function. Second, in order to preserve
the original instructions being overwritten, a so-called trampo-
line function is created which contains the overwritten instruc-
tions and a jump instruction to the rest of the target function.
In this way, whenever a target function is called, the control is
immediately given to the detour function, which has the ability
to pre-process any data flow intended to the target function. The
detour function then calls the trampoline function which branches
to the target function. When the target function completes its
execution, control is returned to the detour function again, which
has the ability to post-process any data flow originating from the
target function. In this way the malicious code can take entire
control over the inputs and outputs of the hooked API function.
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– Other type of hooks: By means of message hooks one can define
callback routines (hook functions) to one of the Windows events
defined in the winuser.h header file. This can be achieved by
means of the SetWindowHookEx Windows API function, which
registers a hook routine, residing in a specified DLL, for the spec-
ified Windows events (e.g., keystrokes, messages, mouse actions,
etc.). The detection of message hooks is supported by a few
anti-rootkit tools. Kernel space hooking offers more exotic and
powerful tricks to divert the control flow. By overwriting function
pointers in the System Service Dispatch Table (SSDT) and the
shadow System Service Dispatch Table (shadow SSDT), one can
take control over native API functions to reroute system calls.
This means that one can influence the entire behavior of the OS
and not just one process. By hooking the vectors of Interrupt
Descriptor Table (IDT), fraudulent Interrupt Service Routines
(ISR) can be invoked every time an interrupt or exception oc-
curs. A typical hook is placed on the interrupt vector 0x2e to
take control over old-fashioned (e.g., MS Windows 2000) system
calls invoked via the int 0x2e instruction. In modern MS Win-
dows operating systems, system calls are generated via fast and
native CPU instructions (sysenter or syscall). In order to
hook them, one has to modify their corresponding Model Spe-
cific Registers (MSRs) that store the jump address to a kernel
mode code (KiFastCallEntry) being invoked by system calls. In
this way, miscreants can divert system calls to their proprietary
kernel module quite easily. Note that both the interrupt (int
0x2e) and the instruction (e.g., sysenter) based system calls are
redirected to the same kernel routine (KiSystemService) which
later selects the corresponding native function from the SSDT
or shadow SSDT. To manipulate the information flow even more
silently, malicious codes can install filter drivers on top of exist-
ing system modules (e.g., atop file system drivers) that intercept
specified I/O Request Packets (IRP) to take control over the data
flow of I/O devices. This technique allows a malware to hide its
suspicious files in the file system. Finally, by inserting a call-gate
descriptor into the Global Descriptor Table (GDT), code with
lower privileges (ring 3) can legally invoke kernel mode (ring 0)
codes.

– Finding Mutexes: Mutex is an approach to provide mutual
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exclusion for a system resource that mutliple processes (threads)
are about to access simultaneously. In case of malware, mutexes
are used to indicate the fact that a system is infected. In this way,
an OS is not reinfected by the same sample at the same time, thus,
normal malware behaviour can be guaranteed. As OSs regularly
use mutexes, it is important to clarify what mutexes belong to
the normal OS behaviour and what do not.

– Increased System Resource Use: Another interesting aspect
of malware detection builds upon increased system resource uses.
More precisely, neferious malware behaviour can be revealed by
checking the number of threads, handles, context switch deltas
and so on in a system. As system processes (e.g., svchost.exe,
lsass.exe in Windows) come with a certain number of system re-
sources, a relatively large increment in such resource uses can be
an indicator for a malware (e.g., Flame and Duqu). These mal-
ware typically use code injection methods, for example, by remote
thread creation in benign system processes in order to hide them-
selves. In Windows, a handle refer to a variable that can be used
to access system resources (e.g., registry keys, files, threads etc).
An increased number in such handles can also refer to the pres-
ence of a malware, as these codes typically use extra handles to
access registry keys, files for data hiding. Context switches oc-
cur when the CPU schedules a waiting thread for running, and
the currently executed thread is put into dormant/waiting state.
Context switch delta shows the difference in context switches of a
thread being acquired in two different time moments. Most often
the time interval between these two time moments is 1 second.
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